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General approach

= Neither the final hardware or software for the SKA Science Data
Processor are set in stone

= This enables us to make them adaptable to each other:
« Adapt software engineering and code optimization to the hardware
possibilities
» Adapt hardware selection to software requirements
= For that, we need to:

» Assess the workloads performance and limitations (compute, 10, memory,
network?)

* Analyze their adequation to the hardware possibilities within a budget
» Perform performance analyses on the available hardware
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Our main
contributions

= Pipeline benchmarking and analysis:

* Performance measurements on the different pipelines that constitute the
SKA Science Data Processor

» Kernel analysis
e Scaling measurements

= High Performance Computing oriented support to the pipeline
developers

= Benchmon, a benchmark monitoring tool:
« System-level monitoring
» Easy to use for generalized usage
» Results need to be easy to understand and exploit
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Overview of the workloads
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Science Data
Processing Workloads

= Batch preprocessing:
» First step of the end-to-end pipeline
* Relatively low computation time compared to the other
pipelines
+ Static and dynamic flagging, bright sources removal,
averaging
* Relies on Astron’s DP3 tool for processing
e Work done:
» Analysis:
e Performance: low CPU usage, mostly 10 bound
e Scaling analysis: embarrasingly parallel on the datasets, the
only limitis 1O
= Conclusions:

» Higher CPU usage achieved through more node-level
parallelism

e The dev team achieved higher IO performance through the
use of MSv4 (relies on Zarr)
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Science Data
Processing Workloads

= [nstrumental calibration:

* Runs between preprocessing and self-
calibration

» Meant to provide calibration data for
instrument-related effects on the
visibilities

* Mostly relies on a set of Python scripts

» Work done:

= Support for deployment and creation of
Spack recipes

= Various debugs
= Performance and scaling measurements

Strong scalability for Instrumental calibration - Limited generated Dataset
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Science Data
Processing Workloads

= Self-calibration:

» lterative pipelines to account for the remaining effects on visibilities and get clean images
e Two options:
= [CAL: thin layer of Python calling programs required needed in self-calibration

= Rapthor: self-calibration pipeline used for LOFAR using CWL (Common Workflow
Language)

*  Work done:
= Thourough performance and scaling measurements
= Pipeline testing

e Scaling and performance have room for improvement
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Science Data
Processing Workloads

= Self-calibration:
» lterative pipelines to account for the remaining effects on visibilities and get clean images
e Two options:
= [CAL: thin layer of Python calling programs required needed in self-calibration

= Rapthor: self-calibration pipeline used for LOFAR using CWL (Common Workflow
Language)

*  Work done:
= Thourough performance and scaling measurements
= Pipeline testing

e Scaling and performance have room for improvement
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DDF pipeline

Evaluation of alternative options
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DDF pipeline

= Another pipeline that successfully processed petabytes of LOFAR data
= Collaboration between Rhodes University and Observatoire de Paris

= Python/C++

= Distributed implementation

= Originally containerized (Singularity)

= Our work:
* Deployment of the pipeline on the SKA Data Processing cluster (AWS)
» Performance and scaling measurements
* Deployment of a native (out of container) version
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DDF pipeline

= Technical issues:
 Lots of dependencies to deploy
» Outdated versions within the container
» Cluster-specific issues that did not appear from within the container
e ... And more
==> Lots of debugging and software stack work

= Good progress made, we should be available to run the pipeline on the
SKA infrastructure data soon.

= Final objective:
e Full run on a realistic SKA simulated dataset
 Distributed execution on MPI
« Comparison with existing solutions
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Benchmark [ —

monitoring

= Benchmon: ,-f R

=> One call to start, one call to stop
=> Automatic plots generation
=> |n progress: real-time visualization
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All-in-one easy to use tool for system resout'
usage monitoring

Gives high level hints about what is I|m|t|ng
performance

Monitors CPU, memory, 10, network
Automatic report generation

Low resource usage

Perf-based tracing

Slurm integration
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What's next?

Conclusion and perspectives
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Conclusion and
perspectives

= For the Science Data Processor workloads:
» Continuous development
==> Keep providing HPC expertise to the development teams
==> Help with any performance optimization task when needed

= Benchmark monitoring:
* Improvement of the benchmon user experience
» Adding new features for better and more accurate monitoring
* Integration into a central benchmark database for performance prediction

= Exploratory work:
» Going further on other pipelines experimentation



